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Abstract 

In assessing the productive skills of speaking and writing, the ability of assessors to apply rating 

scales consistently throughout a series of individual ratings is fundamental to judgments about 

reliability. This issue of intrarater reliability has been the subject of a large amount of previous 

research. However, much of this research has been done under explicitly experimental conditions, 

where participants have been aware of the aspect of their performance being studied. In order to 

elicit more natural rater behaviour with minimal external controls, this study employed an internet 

survey using matched pairs of short extracts of students’ writing. Ten writers of varying levels each 

produced two samples of writing of similar length and quality. In order to identify close matches, a 

control group of twelve accredited examiners were asked to use a provided rating scale for grammar 

and vocabulary to rate each sample individually. From the combined ratings given by the group, five 

pairs were found to be closely matched in both criteria. These ten samples formed the basis of an 

internet survey taken by 25 teachers. In the first half of the survey, teachers were asked to rate the 

first half of each pair according to the same rating scale used by the expert group. In the second half 

of the survey, teachers gave ratings for only one criterion on each sample, either grammar or 

vocabulary. However, to assess the extent to which they might be influenced by external cues, 

teachers were also given additional information. On some samples, teachers were given the 

consensus opinion reached previously by the expert group as to the other criterion. On 
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others, teachers were given the overall ranking of the writer amongst the initial group of ten 

participants. A comparison was then made between, on the one hand, ratings made independently 

and, on the other, ratings made after consensus opinion or ranking became known. While the effect 

of introducing external cues was not significant for three out of five matched pairs, those samples 

which scored in the mid-range of the scale, evidence was found for a substantial change in the 

overall ratings given for the samples which placed closer to the extremes of the scale.  

Keywords: Language learning; intrarater reliability; examination; assessment. 
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Introduction 

This study focuses on the use of analytic rating scales: that is, rating scales which are formed from 

more than one sub-scale, each of which relates to a separate criterion or trait (Weigle, Assessing 

Writing, 2002, p. 72). The IELTS rating scale for essay writing, for example, is made up of four sub-

scales: Task Response / Achievement, Coherence and Cohesion, Lexical Resource and Grammatical 

Range and Accuracy, with each of the four being rated by trained and monitored assessors according 

to a 9-band system. Outside of IELTS, in the absence of the regular checks that form part of that 

test’s validation system, good educational institutions mostly rely on informal or semi-formal 

standardization processes to ensure raters apply scales in a consistent way. This study seeks to 

explore whether there exists a certain unconscious tendency amongst examiners to ‘even up’ or 

otherwise revise ratings in line with either their own expectations, or perceived expectations of peers. 

As this study also encompasses biases and influences which are in fact entirely separate from the 

ratee themselves (e.g. rater’s personal biases, the influence of peers, preferences for particular 

profiles in rating etc), and aims to take account of the variety of ways in which raters can depart from 

the expected procedure for applying rating scales analytically, a general term, holistic bias, has been 

adopted to describe the phenomena under examination.  

Literature Review and theoretical framework 

Several recent studies (Eckes, 2009; Barkaoui, 2010; Lumley, 2002) have presented evidence for a 

tendency among raters toward greater uniformity of rating in the middle of a given scale, a feature 

perhaps of what Eckes (2009) referred to as the ‘central tendency’ rating error. The necessary 

corollary of this is a tendency for raters to rate less uniformly at the top or bottom of the scale, and 

it is with this aspect of rater behaviour that the present study concerns itself. While raters’ thought 

processes are not generally open to examination, the well-established halo effect, coined 
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by Wilkes in 1908, whereby a highly positive (or negative) first impression sets the standard by 

which later judgments are made, is of obvious interest. As applied to language assessment, a halo 

error has been defined by Yoruzuya and Oller (1980, cited in Farrohki and Esfandiari, 2011:1532) as 

'a kind of spillover across scales, causing them to be more strongly correlated with each other.' 

Eckes however considers this kind of error attributable not just to the ‘spillover’ between criteria, 

but also to the potential for raters to attach different levels of importance, or weighting, to different 

criteria.  

In a recent study, Lai et al. (2015) used a large sample of Middle School essays and 240 raters to look 

for correlations between analytic rating scales and halo errors. By comparing two groups, one of 

whom rated only single criteria and one who rated all four traits of the same scripts, the research 

seemed to confirm the clear effect of a halo in analytic rating. Interestingly, this research found 

evidence of a halo effect influencing the rating of scripts even within the group of raters who had 

been assigned to rate on only one trait. The research team hypothesized from this that some other 

aspect of the script, perhaps handwriting, was creating a halo effect even at a single-trait level, and 

that further research was needed on this question. Another interesting outcome of research carried 

out by Lai et al. relates to the number of criteria included in analytic rating scales. One of the 

research objectives of this study was to investigate the extent to which analytic rating is preferable to 

holistic rating, both in terms of differentiating between students and providing useful diagnosis.  

Due seemingly to the ‘spillover’, or as Lai refers to it, the 'unintended overlap' (p. 103) from one trait 

to the others, there was, as predicted, a high level of correlation between criteria scores. This led the 

team to conclude that, in terms of raters’ ability to consider different traits currently, at best only two 

main factors seemed to be distinguishable in practice.  
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Returning to think about severity or leniency more generally, Eckes (2009, p. 16) suggests the 

possibility that more experienced or senior raters may feel a duty to mark more strictly and set the 

standard for less experienced colleagues. On the other hand, he suggests, less experienced raters may 

be more inclined to give candidates the benefit of the doubt, particularly in borderline cases. Aside 

from the immediate concerns of the rating process itself, researchers in the field of psychology 

would point out that raters are subject to the same human frailties that everyone is. In a review of 

research into the halo effect, (2010) , Bechger et al listed a variety of possible explanations for the 

occurrence of halo errors. This included the rater’s being influenced by a strong positive or negative 

first impression, a loss of attention, the desire to keep ratings consistent, and the influence of a 

contrast between one candidate and previous candidates.   

Other types of bias may originate from the rater’s own background. In a more recent study which 

combined quantitative and qualitative methods, Yan (2014) attempted not only to confirm the 

existence of bias amongst the research group but also to investigate its correlation with the different 

languages of test-takers. What emerged seemed to support the central tendency effect pointed to by 

Eckes (2009, p. 5), which suggested that that raters tended to be differ more at the extreme ends of 

the rating scales, whether that be due to inter- or intra-personal reasons. Yan’s data also seems to 

support other recent work, such as that of Kachchaf and Solano-Flores  (2012), and Winke and Gass 

(2013), which found significant bias effects arising out of the language backgrounds of both rater 

and test-taker.  

Beyond the purely linguistic, other educational and cultural differences in rater background have 

been explored in relation to the assessment of writing. Using chi-square test analyses, Shi (2001) 

discovered a disparity between how native Chinese-speaking teachers of English and expatriate 

teachers within the same Higher Education context interpreted and applied rating scales. 
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Despite the fact that assessments were notionally analytic, these two groups of raters seemed to be 

re-interpreting them in line with their holistic impression of the writing performance. Whereas the 

Chinese teachers seemed to value organization and structure, their native-speaking counterparts 

seemed to value language and content. This divergence may point to a need for improved 

standardization, but might also reflect differing educational expectations as a result of culture.  

Eckes (2008), accepting that experienced raters tend to construct their own hierarchies of 

importance out of supposedly standard criteria, set out to classify raters according to type. This work 

uncovered attitudes to such aspects of written language as syntax or structure which seemed to show 

clear correlations with features of rater background, such as age and time spent abroad.  For 

example, Eckes found a significant inverse relationship between age and severity on the criterion of 

syntax, meaning that younger raters were more likely to rate syntax more harshly. As a second 

example, his data also showed an inverse relationship between severity on the criterion of fluency and 

the number of languages spoken by the rater.  

One final source of unreliability or bias is comparatively under-represented in the literature, perhaps 

due to it self-evident nature. That is, the effect of fatigue on rating accuracy (Ling, Mollaun, & Xi, 

2014). In their study, Ling et al presented strong evidence of a correlation between long shifts of 

speaking assessment and a decline in reliability. The extent to which the same loss of reliability 

occurs when assessing a large number of writing scripts may be an interesting topic of study for the 

future.  

It is clear from the above that, given the very human nature of assessment in performance-based 

tests, the mere provision of a standard rating scale is by no means a guarantee that it will be adhered 

to in a uniform manner by all raters. Rather, the interaction between the task, the rating criteria, the 
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examinee and the rater is a complex one, and it may very well be that, as McNamara and Knoch 

(2012, p. 556) maintain, the prioritizing of test tasks which are communicative and interactive 

necessarily involves the loss of ‘psychometric rigour’ and makes reduced reliability inevitable.  

Research Design 

The rating scale used in this study would be familiar to those accustomed to scales such as the 9-

point scale used in IELTS. However, in order to create a practical internet-based survey, a 7-point 

scale was designed. No equivalents to the uppermost and lowermost bands (1: Non-user, and 9: 

Expert User) as they would appear in IELTS were presented as options to participants. Thus, rating 

decisions on written samples could be canvassed in the form of a Likert item, with 7 options, coded 

as follows: 1. Extremely weak. 2. Very limited. 3. Limited. 4. Modest. 5. Competent. 6. Good. 7. Very good.  

In order to provide a reference point for raters which would be equally accessible to expert and non-

expert raters alike, a set of simple descriptors were provided throughout the survey. As a further 

simplification, the rating scale featured only two criteria, grammar and vocabulary. These were 

chosen for their likely familiarity even to a novice teacher.  

Since the study was based on the use of paired samples, a control group of ‘expert’ raters (all 

practising IELTS examiners) was necessary to identify pairs of text, by the same writer, of equivalent 

level. This was to allow for a point of comparison with the research group, who were practising 

teachers but who had not undergone formal training and monitoring in use of rating scales. The 

research group therefore are ‘non-experts’ in the sense that they are presumed not to have received 

the same level of standardization or to have been monitored.    

All participants completed a consent request form and were free to terminate their involvement at 
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any stage. The original samples of writing which were collected from adult students of English were 

anonymous, and a factsheet in Arabic and English ensured them of this. Written samples were 

immediately transcribed into text form and the original returned to the participant.  

As the study required the use of paired samples of writing, writers from a stable population (Arabic-

speaking employees at an Omani HE college) produced the writing. In order to produce a pair of 

writing samples as similar as possible to each other, generating the same type of grammar and 

vocabulary, the writing prompts were similarly parallel: (What I do on Fridays / What I do on Saturdays). 

It was hoped that this would be manageable by low level learners, but also leave open the possibility 

for higher-level learners to exhibit more advanced language. 10 paired samples were produced and 

transcribed. In order to identify paired samples with the highest degree of similarity, these were 

chosen from a larger sample. Closely matched pairs were identified on the basis of rating by a 

‘control group’ of 12 experienced professional writing assessors, and internal consistency checked 

using Cronbach’s Alpha.  

Having chosen matched samples of writing, an internet survey comprising 19 questions was 

constructed for a cross-section of non-experts, who were experienced as teachers but had not 

worked as raters on any large-scale tests. The design of the research survey undertook several 

strategies aimed to eliminate obstacles which could interfere with the observation of natural 

responses on the part of the participant: 

i) The particular aspect of rater behaviour under study was not made explicit to the 

participant; the reflective questions were kept to the end of the survey. This was in order 

to avoid the rater becoming sensitive to the nature of the research question. 

ii) The ‘paired’ nature of the sample was not made known to the raters, so that a valid 
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comparison could be made between the first rating (1A, 2A, 3A, 4A, 5A etc.) and the 

second (1B, 2B, 3B, 4B, 5B etc.)  

iii) As the survey took the form of an internet survey, the time gap between pre-testing and 

post-testing was minimal, with little opportunity for ‘rater drift’ to occur.  

iv) There was no minimum or maximum amount of time for raters to complete the survey, 

in order not to negate the possibility of fatigue, loss of attention or haste affecting rating 

behaviour.  
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Research Findings 

Normative inf luence on intrarater  consis tency  

Of the paired samples used in the study, two in particular (those produced by Writer 2 and Writer 5) 

produced interesting results. The samples, along with the frequency statistics of scored assigned by 

the expert group, are presented below: 

  

Writer 
No.  

Extract A – ‘Friday’  Extract B – ‘Saturday’  

2 

Frequency Statistics – 2A 
 

Frequency Statistics – 2B 

 Grammar Vocabulary 
 

Grammar Vocabulary 
Mean 6.27 6.18 Mean 6.73 6.36 
Median 6.00 6.00 Median 7.00 7.00 
Mode 6 6 Mode 7 7 
Std. 
Dev. .467 .751 Std. 

Dev. .467 .809 

A typical Friday morning would be the most 

painful part of the weekend as it is stuffed with 

errands and chores that I hated the most especially 

grocery shopping and clothes pressing. And because 

the grocery part is inevitable the clothes pressing part 

is always on hold. By the time I finish that my 

favourite time comes. The soul food time, Friday 

prayers. 

There is no specific routine for my Saturday 

evenings. However, Saturday mornings are totally 

devoted to academic readings and also any activity, 

event or happenings that contribute to my career and 

study as I am an English language teacher and an 

MA student. On the other hand, most of my 

Saturday mornings, if I have no perior [sic] 

engagements will be spent in my small roof garden 

taking care of my beautiful plants. 
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Writer 
No.  

Extract A – ‘Friday’  Extract B – ‘Saturday’  

5 

Frequency Statistics – 5A Frequency Statistics – 5B 

 Grammar Vocabulary 
 

Grammar Vocabulary 
Mean 4.27 4.27 Mean 4.00 4.00 
Median 4.00 4.00 Median 4.00 4.00 
Mode 4 4 Mode 4 4 
Std. 
Dev. .647 .467 Std. Dev. .447 0.000 

In Friday I go to the mall shoping, After the Mall 

go to the beach do more actvetes like swimming or 

play football then stay at the beach with my best 

friends and talk about any think and do some 

thing have fun. 

On Saturday I stay with my friends in my home. 

Maybe one or two hours and play vido game watch 

TV and talk to him after that cook the dinner. Then 

go to the bed.  

 

 

It can be seen that the panel, taken overall, found these pairs of extract to be closely matched in 

terms of vocabulary and grammar. Whereas Writer 2 was considered a high-level writer, Writer 5 

was low-level. However, several factors may affect the extent to which the judgment of the panel 

can be accepted. Firstly, the extracts are much shorter than, say, IELTS responses and as such do 

not give as much scope for range of expression. Secondly, the rating scale is very basic and lacks the 

detail supplied in rating scales such as IELTS. Thirdly, the openness and informality of the data-

gathering process (i.e. the online survey) leaves open the possibility that decisions may be taken 

without the same level of consideration as official ratings receive. Nevertheless, given the expertise 

of this control group, all of whom are current IELTS assessors, added to the number of raters 

participating, it is assumed that the average rating overall will be consistent and criteria-referenced, 

and a good indicator of similarity between the extracts in each pair.  
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The key question this study aimed to explore was the extent to which untrained raters consider 

criteria independently, or whether there is any tendency for rating decisions on one criterion to 

influence subsequent decisions. As the untrained raters were not made aware that any of the samples 

used in the survey were in fact pairs produced by a single writer, it would be of interest to identify 

any discrepancy in ratings assigned to each extract in the pair.  

As would be expected, given the narrow range of options on the Likert scale, there is a positive 

correlation between ratings of the first extract of each pair, and ratings on the second. However, 

these ratings hover around the .500 mark which, while ‘strong’, fall short of the very strong 

relationship that could be expected if the two halves were equal in language level and rating scales 

were applied reliably.  

 N Correlation Sig. 

Writer 
1 

Vocabulary 1A & Vocabulary 
1B 

25 .526 .007 

Writer 
2 

GRAMMAR 2A & 
GRAMMAR 2B 

25 .562 .003 

Writer 
3 

Vocabulary 3A & Vocabulary 
3B 

25 .459 .021 

     
     

Figure 1:  Paired Sample Corre lat ion for research i t ems in Writers  1,  2 and 3 

 

The question here is whether the introduction of a variable, in this case the provision of a score 

agreed by ‘an expert panel’, led to a lower correlation than would otherwise be the case. In order to 

investigate whether the observed differences between Extracts A and Extracts B are significant, a 

paired-sample t-test was run. By virtue of the repeated involvement of the same group of raters in 

both halves of the test, the assumptions of running a t-test can be taken as having been met. For the 
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purposes of the study, it is also assumed that the paired samples are equally good measures of the 

‘true score’ of the writer on the construct being measured. The null hypothesis was that there would 

be no difference between each writer’s performance in Extract A (‘Friday’) and Extract B (‘Saturday’). 

 

 
Writer 2 

 Q5 Q6 Q14  
Teac
her  
no. 

Grammar  
2A Vocabulary 2A Grammar 2B Vocabulary 2B 

1 5 5 5 

6* 
 
 
 
 

*’Expert’ consensus 
provided in survey 

2 6 6 5 
3 6 7 6 
4 5 5 5 
5 5 5 7 
6 6 7 6 
7 5 6 5 
8 6 6 5 
9 5 6 6 
10 4 5 7 
11 5 7 5 
12 2 5 6 
13 5 5 4 
14 6 4 5 
15 4 5 5 
16 3 3 7 
17 6 6 3 
18 4 6 6 
19 5 6 6 
20 5 5 6 
21 7 7 6 
22 7 7 7 
23 6 7 6 
24 5 6 7 
25 7 7 7 

Figure 2:  Research Group responses  to survey quest ions on Writers  2 .  
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Results of the t-test emerged as follows:  

 

 

Paired Differences 

t df 

Sig. 
(2-

tailed
) Mean 

Std. 
Deviati

on 

Std. 
Error 
Mean 

95% 
Confidence 
Interval of 

the 
Difference 

Lowe
r 

Uppe
r 

Pair 1 Vocabulary 1A 
–  
Vocabulary 1B 

.280 .980 .196 -.124 .684 1.429 24 .166 

Pair 2 GRAMMAR 
2A –  
GRAMMAR 
2B 

-.520 1.046 .209 -.952 -.088 -2.487 24 .020 

Pair 3 Vocabulary 3A 
–  
Vocabulary 3B 

.160 1.106 .221 -.297 .617 .723 24 .476 

          
          

Figure 3:  Paired Sample T-tes t ,  Extracts  1,  2 and 3 

 

Interestingly, the difference in rating is only significant for one pair, the Grammar ratings for Extract 

2, where the result can be reported as t(24)=-2.487, p=0.05. Based on this, the null hypothesis can 

be rejected and the alternative hypothesis accepted: that letting the teacher group know the rating 

for grammar given by ‘a panel of experts’ had a significant effect on rating.  

This finding, taken in conjunction with the absence of a comparable difference in the other pairs 

seems to lend support to a tendency towards greater variation extremes of a scale, rather than the 
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middle. As Writer 2 was rated ‘good’ for vocabulary, he or she seems to have benefitted from a 

more marked revision of ratings for grammar between Extract 2A and Extract 2B than was the case 

for writers in the middle range. Looking down the column (p. 43), we can see five drastic upward 

revisions: Teacher 10 - from 4 to 7; Teacher 12 - from 2 to 6; Teacher 16 - from 3 to 7; Teacher 18 – 

from 4 to 6; Teacher 24 – from 5 to 7. Conceding that the equivalence of the two paired extracts is 

open to dispute, it is nevertheless difficult to imagine such a disparity occurring purely as a result of 

language level. One possible explanation is to do with the order of rating. While scores for Extract 

2B were submitted later, by which time the ‘standard’ could be said to have been set, Extract 2A was 

presented early in the survey, and may have suffered from the lack of a point of comparison. 

However, this is itself to take a normative approach to rating, as opposed to the criterion-referenced 

approach implied by the use of a scale. Whereas the expert raters on the whole seem to have applied 

the rating criteria more consistently between themselves, the teacher group contained a sizeable 

minority (20%) who were in the first instance rather conservative, and in the second seemingly 

influenced by the expert consensus. Although on the whole the more seasoned teachers (according 

to the number of years of experience stated in Question 1) seemed to rate in a more level manner 

between the two extracts, instances of wide disparity were by no means concentrated amongst those 

with fewer years of experience.  

 

The effect of ranking  

In question 16 of the survey, teachers were given the information that the extract was written by the 

student who had ranked fifth out of 10 students (Writer 4). They were then asked to rate for 

Vocabulary. Similarly, in question 17, teachers were told that the writer this time (Writer 5) had 

placed in tenth (i.e. last) place, and were asked to rate for grammar. The main difference in these 



The Bridge: Journal of Educational Research-Informed Practice               
Volume 2, Issue 3: December 2015   ISSN 2056-6670 

 
 

86 

questions from those preceding was that no other criterion or score was given as a point of 

reference. Rater responses are given in the table below:  

 

 
 Writer 5 

 Q11 Q12  Q17 
Teacher  

no. 
Grammar  

5A 
Vocabulary  

5A 
 

Grammar  
5B 

1 2 1 

Rank: 10th 
out of 10* 

 
(*provided 
in survey) 

1 
2 4 4 3 
3 5 4 3 
4 4 3 2 
5 3 3 3 
6 2 3 2 
7 4 4 2 
8 5 4 4 
9 5 5 5 
10 1 2 3 
11 4 5 1 
12 6 7 4 
13 5 4 3 
14 3 4 3 
15 4 4 3 
16 4 4 3 
17 4 4 4 
18 4 4 2 
19 4 4 2 
20 4 3 2 
21 4 4 4 
22 5 5 5 
23 4 4 3 
24 2 4 4 
25 1 2  2 

 

Figure 4:  Research Group responses  to survey quest ions on Writer  and 5 
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Again, a glance down the scores of the 25 Teachers rating these extracts showed a good deal of 

movement in scores from one half of each pair to the next. In order to test the null hypothesis that 

there is no significant difference between matched pairs, a paired-sample t-test calculation was again 

done, yielding the following results: 

 

 

Paired Differences 

t df 

Sig. 
(2-

tailed
) Mean 

Std. 
Deviati

on 

Std. 
Error 
Mean 

95% 
Confidence 
Interval of 

the 
Difference 

Lowe
r 

Uppe
r 

          
Writer 
5 

Grammar 5A 
–  
Grammar 5B 

.800 1.190 .238 .309 1.291 3.361 24 .003 

Figure 5:  Paired Sample T-tes t ,  Extracts  4 and 5 

 

Immediately it can be seen that in the case of Writer 5, with a t-score of 3.361 and a p-value of <.05, 

it can be said with 95% confidence that this difference is not due to chance. Importantly, this more 

noticeable difference again occurs at the extremes of a scale, in this case the student placed tenth out 

of ten. As before, we can observe a good number of major differences in rating from Extract A to 

Extract B, this time in a downward direction: 8 out of 25 teachers (32%) gave a rating of 2 or more 

bands lower for Extract B than for Extract A. Again, this is difficult to explain in terms of a ‘true’ 

lack of equivalence in the extracts, and the effect of the ranking does seem to have been significant.  

By contrast, the information that Writer 4 had placed 5th had less overall effect on scores. 

Discounting some outliers (single instances of 1 and 6), the general tendency of the majority of 
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raters (17 out of 25) is to mark ‘towards the middle’, with a ‘modest’ rating of 4 replacing 3 (‘limited’) 

as the mode score. Standard deviation is not much affected however as the majority of scores are 

still clumped around the middle of the scale. This does seem to support the view that inter-rater 

consistency is greatest in the middle of a scale, a factor of the central-tendency bias.  

Implications 

Several factors count against the reliability of these findings: the reliance on a small panel of experts; 

the small population sample of teachers’ ratings; the shortness of the text samples used; the lack of 

training; the unsophisticated and narrow nature of the rating scale; and the online delivery of the 

survey. The data gathered relies on the assumption that the paired samples were, objectively, closely 

matched in terms of level and that teachers, if they wanted to, would have enough information to 

come to an informed decision. Nevertheless, the design of the survey did allow for extraneous 

factors, such as fatigue, rush, complacency or peer opinions to influence ratings. It is interesting that, 

as expected, the more marked effects were noticed at the top and bottom of the scale.  

Of the five pairs of written extracts used in this study, results from two in particular seemed to 

suggest that two different kinds of construct-irrelevance affected raters’ decisions. In the first case, a 

writer received significantly higher ratings when it was known that he or she had been rated ‘good’ 

by the expert panel. In the second example, the low ranking of a writer resulted in a significant 

reduction in the ratings of the majority of teachers. However, it should also be noted that the wide 

disparity noted in the extracts taken from Writers 2 and 5 was just as likely to have resulted from a 

preference for central ratings in the earlier questions. Only when the addition of an adjacent score or 

ranking was made did many raters seem to feel justified or ‘safe’ in giving a more generous or severe 

rating, a rating which may actually have been closer to the true score on the construct. In that sense 

then, what may have been observed is a tendency for scores to cluster at the middle in the absence 
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of other cues that open the way to less cautious rating. This would imply that, while previous studies 

have shown that training improves interrater consistency by reducing the number of outlying high or 

low results, the opposite effect may also be possible. By exposing raters to the opinion of others, 

they may became more likely to revise their rating in the direction of the more generally agreed 

rating, and become less likely to opt for a cautious, more central rating.  
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